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Abstract

We present an R package to adjust and visualize the Heligman-Pollard law via Bayesian

approach through Monte Carlo Markov chain techniques. We also present an option to fit a

reduced model as well as different closing methods to the mortality graduation. The pack-

age provides useful tools in order to estimate the parameters of models, plot the mortality

curve, and compute some quantities related to life tables for Heligman-Pollard law consid-

ering three distinct response variables for mortality. Therefore, mortality measurement at

advanced ages and extrapolation are considered. Analysis of mortality rates is considered

using the Human Mortality Dataset to show the applications of functions to graduation.

Furthermore, the functions provided by the package could be adaptable by the user.

Keywords— Mortality graduation, BayesMortality, Heligman-Pollard Model

Resumo

Apresentamos um pacote R para ajustar e visualizar a lei de mortalidade de Heligman-

Pollard sob abordagem Bayesiana, através do método de Monte Carlo via cadeias de Mar-

kov. Também apresentamos a opção de ajustar um modelo truncado e diferentes métodos

de fechamento de tábuas de mortalidade. O pacote inclui ferramentas para estimar os pa-

râmetros do modelo, visualizar a curva de mortalidade e calcular resultados da lei de mor-

talidade de Heligman-Pollard relacionados a tábuas atuariais, utilizando de três diferentes
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pressupostos de distribuição para a mortalidade. Ou seja, modelagem de idades adultas e

extrapolação da mortalidade estão presentes no pacote. Aplicações e análises de taxas de

mortalidade são feitas utilizando do Human Mortality Dataset com o objetivo de apresentar

as diferentes funções presentes no pacote, bem como adaptações que podem ser feitas pelo

usuário.

Palavras-chave— Graduação de mortalidade, BayesMortality, Modelo Heligman-Pollard

1 Introduction

Life tables represent an essential tool to understand the behaviour of a particular population. In the

demographic context, we can be interested in measuring the pattern of death and survival rates, and

computing life expectancy at varying ages, to help elaborate public policies and explain changes in the

population. In the actuarial context, beyond it is essential to observe the mortality pattern is also used

to price life insurance and annuities market. In this way, the use of mathematical formulations, such as

mortality laws, splines, and smoothing models, are useful to develop the life tables. According to (HE-

LIGMAN; POLLARD, 1980), mortality graduation can only be considered successful if the graduation

rates progress smoothly from age to age, and at the same time, they reflect accurately the underlying

mortality pattern. Therefore, graduation should smooth out irregularities due to random variation and

age misstatement while maintaining all the essential underlying variations in the mortality pattern.

The crude death rates available in life tables could be erratic and fluctuate a lot due to the natural

variability process of mortality. In this way, the mortality laws are useful to smooth the pattern of the

mortality population. Throughout the centuries, many authors have attempted to provide a universal

mathematical formula to capture the death patterns of different populations. The first one of the simplest

laws was proposed by (MOIVRE, 1731), based on a constant decreasing linear survival function and a set

maximum age of survival. Gompertz (GOMPERTZ, 1825) proposed an exponential increase in mortality

rates as a person ages. William Makeham added an age-independent component to the Gompertz law to

represent accidental deaths, thus creating the Gompertz-Makeham law (MAKEHAM, 1860). Heligman

and Pollard (HELIGMAN; POLLARD, 1980) introduced a general mortality law that is able to describe

the mortality of a population through the entire age interval and produces good performance results

and is applied in a wide range of mortality data. Other methods for graduation mortality curve could

be considered such as, splines techniques and smoothing via dynamic linear models. Figure 1 shows

an example of mortality graduation via Heligman-Pollard model thought the proposed BayesMortality
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package, where the black dots represent the crude mortality data. As we can see, the fitted curve is able

to capture the death pattern of the population in the study with smooth graduation.

Figura 1: Mortality graduation for the general population of Portugal in the year 2000. The
black dots present the crude mortality rates. The red line presents the mortality graduation.

Models used to describe the mortality data using the Bayesian paradigm have become more popu-

lar and engaged attention of actuaries, statisticians, and other researchers throughout the years. The

use of the statistical methodology using the Bayesian graduation models has been more attractive for

the construction of the life tables and computationally efficient. In this context, following the Bayesian

framework, (KIMELDORF; JONES, 1967) propose the use of the mortality smoothing and the cons-

tructions of life tables via Bayesian graduation and (CARLIN, 1992) proposes the use of Markov chain

Monte Carlo (MCMC) techniques to modelling the mortality curves. (DELLAPORTAS; SMITH; STA-

VROPOULOS, 2001) suggest estimating the Heligman–Pollard (HP) laws proposed by (HELIGMAN;

POLLARD, 1980) using a non-linear logistic and Log-Normal models that account for uncertainty.

The aim of this work is to develop a package in R software able to model the Heligman and Pol-

lard (HP) law considering the Bayesian framework. The inference procedure considers the use of Mar-

kov chain Monte Carlo techniques to estimate the mortality curve, as suggested by (DELLAPORTAS;

SMITH; STAVROPOULOS, 2001). The Bayesian approach makes it possible to accommodate informa-

tion prior to the data observations and quantify the uncertainty tied to the estimation. The authors also

stated that they believe the straightforward interpretability of the parameters will result in informative

priors for nearly all the parameters. The package was coded in R using RStudio (R Core Team, 2020)

and the source code is available from https://github.com/LabMA-UFRJ/BayesMortality.
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The remaining text is organized as follows. Section 2 introduces the HP model and discusses the

interpretation of its parameters. We also describe the Bayesian approach and MCMC (Monte Carlo

Markov chains) techniques used to implement the model in software R (R Core Team, 2020) and present

some quantities that can be obtained using the package and how it is calculated through the fitted model.

In Section 3 some examples are presented by exploring the tools available in the BayesMortality

package. Section 4 presents other features that be found in the package, such as methods to close the

mortality table and a truncated model for adult ages. Finally, Section 5 concludes with final discussion

and remarks. Some aspects about the simulated data sets are presented in B and A.

2 Bayesian graduation via Heligman-Pollard model

The mortality tables are built considering a probabilistic approach that allows the computation of point

estimates for mortality rates and life expectations, as well as the measurement of uncertainty. We consider

the data with the following structure (x,Ex, Dx,mx) in a fixed period of time, where x is the age of the

individuals and assumes an integer value, Dx denotes the number of deaths at age x and Ex denotes the

total exposure of individuals aged x, the central mortality rate is defined as mx = Dx/Ex (BOWERS;

ACTUARIES, 1986) and the probability of death as qx = 1− e−mx .

An usual approach considered in the mortality model estimation uses the well-known Heligman-

Pollard model proposed by (HELIGMAN; POLLARD, 1980). The HP model is a parametric model that

captures the main characteristics of period mortality tables and has parameters that are explained across

a demographic interpretation at the ages and effect on rates, written as

qx
1− qx

= A(x+B)C +Dexp

[
−E

{
log
( x
F

)}2
]
+GHx. (1)

As we can see, the mathematical formula can be separated in three terms, each representing a distinct

component of mortality. A visual representation of the HP curve and its components can be seen in Figure

2. The first term reflects the fall in mortality during the early childhood years through a rapidly declining

exponential curve. The second term, similar to the lognormal curve, reflects accident mortality for males

and accident plus maternal mortality for the female population, being called the "accident hump". The

final term in the formula reflects the near geometric rise in mortality experienced in advanced ages,

through the Gompertz exponential formula as described in (HELIGMAN; POLLARD, 1980). Also, the

interpretation of each term of the considered model are shown in Table 1.
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Tabela 1: Terms found in the HP curve, their interpretation and parameters.
Term Interpretation Parameters

A(x+B)C Infant mortality

A measures the level of the
mortality.
B is an age displacement for
the mortality of an infant (age
1).
C measures the decline of
the mortality rate throughout
childhood.

D exp
[
−E

{
log
(
x
F

)}2] "Accident hump"
D represents the severity, E
represents the spread and F
the location of the "accident
hump".

GHx Old age mortality
G represents the base level of
senescent mortality while H
reflects the rate of increase of
that mortality.

Figura 2: Progress with age of the logarithm of the probability of dying and of the logarithms
of its three parts as given by the Heligman-Pollard formula: the formula were evaluated appro-
ximately at (A,B,C,D,E, F,G,H) = (5.04 × 10−4, 7.49 × 10−2, 1.16 × 10−1, 8.89 ×
10−4, 6.28, 24.35, 5.7× 10−5, 1.09).
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Following the Bayesian approach, (DELLAPORTAS; SMITH; STAVROPOULOS, 2001) treat all

parameters in the HP function as unknowns and specify prior information via probability density func-

tions. They suggest the use of MCMC techniques for estimates of all parameters. For data mortality,

the authors have supposed that the odds are modelled through the Log-Normal distribution, assuming

that all individuals of the same age die independently, considering the same probability and a constant

parameter of variation σ2 for all ages. Therefore, the model can be written as

log

(
qx

1− qx

)
= log

(
A(x+B)C +Dexp

[
−E

{
log
( x
F

)}2
]
+GHx

)
+ εx, (2)

where εx ∼ N(0, σ2) are independent for all age x. In this case, writing equation (2) in a general form

as log(yx) = log(fx) + εx, as fx being a parametric function with E(yx) = fx and V ar(yx) = f2
xσ

2.

Here the MCMC algorithm requires the updating of parameters that depend on function fx and σ2. See

(DELLAPORTAS; SMITH; STAVROPOULOS, 2001) for a more detailed discussion.

It is possible to make other assumptions about the mortality data as an alternative to the Log-Normal

distribution. In particular, we are interested in take into account other models where the exposure can

be used to quantify the uncertainty. That is, a lower exposure implies a higher uncertainty relative to

the data. We consider a Poisson and Binomial mortality response, also proposed by (DELLAPORTAS;

SMITH; STAVROPOULOS, 2001) in a Bayesian approach.

The Binomial model assumes that Dx, the death count for the age x, follows a Binomial distribution

with the size parameter being the exposure in age x, that is, Ex, and probability parameter being the

death probability at age x, qx. The Poisson model considers that Dx follows a Poisson distribution with

rate Ex × qx for each age. In this case, the exposure is an offset. In these approaches, the parameter qx

is modeled by the alternative HP curve with an extra parameter, given by

qx = A(x+B)C +Dexp

[
−E

{
log
( x
F

)}2
]
+

GHx

1 +KGHx
, (3)

where the parameter K is consider to change the concavity of the curve at the end, resulting in a more

flexible approach for capturing mortality tendencies at advanced ages. These alternative formulations

have the advantage that the uncertainty relative to the mortality data changes according to the exposure

in each age.
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2.1 Inference procedure

(DELLAPORTAS; SMITH; STAVROPOULOS, 2001) proposed a Bayesian framework to fit the model.

This approach has several advantages compared to the classical approach. The first one is that the Baye-

sian approach allows to include past information in the analysis. This information does not come from

the data, but from a different source, like a specialist, and it is incorporated in the form of a probability

distribution for the model’s parameters. This is called prior distribution and it is denoted by π(θ), in

which θ = (A,B,C,D,E, F,G,H)
′

is the parameters vector of the HP model.

(DELLAPORTAS; SMITH; STAVROPOULOS, 2001) believe that the parameters’ straightforward

interpretation of the HP curve can result in informative priors, which increase the robustness of the analy-

sis. In general, the parameters with a domain restricted to the interval [0,1] follow a beta distribution,

which is the case of parameters A,B,C,D and G. The positive parameters E and H follow a gamma

distribution and the F parameter follows a truncated normal distribution.

The information from the data is summarised by the likelihood function, denoted by f(y|θ). y is the

response vector which can be death counts Dx or the log odds if we are using the log-normal model. The

information from the data is combined with the prior information using the Bayes Theorem given by,

P (θ|y) = f(y|θ)π(θ)
f(y)

(4)

The result is an updated information about the parameters, which also is in the form of a probability

distribution P (θ|y), called posterior distribution. The Bayesian inference is based on the analysis of the

posterior distribution. Because the parameters of interest follow a probability distribution, the uncertainty

associated with them is quantified in a much more natural way than it is in the classical approach, which

usually needs to use asymptotic results.

The Bayesian inference is based on the posterior distribution, which in most cases is not analytically

available. In these situations, it is necessary to approximate the posterior distribution. That is the case

with the models used here. With the advance of computers in recent years, several methods were deve-

loped and allowed Bayesian inference to be more used. We use the MCMC techniques as it is proposed

by (DELLAPORTAS; SMITH; STAVROPOULOS, 2001) to fit these models in our package.

The MCMC methods rely on the theory of Markov chains. They are iterative algorithms that build a

Markov chain, in which the stationary distribution is the posterior distribution itself. This Markov chain

satisfied all the necessary properties that guarantee the convergence of the chain’s distribution to the

posterior distribution. So, after a sufficiently large number of iterations, the MCMC algorithm generates
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samples from the posterior distribution, which can be used to make inferences. A general algorithm is

shown in Appendix A. After an MCMC run, we must check the algorithm convergence to make sure that

our inferences are being taken from a sample of the limiting distribution.

2.2 Estimation via hp() function

Following the Bayesian framework, the user can estimate the parameters of the HP model via hp()

function available in the BayesMortality package:

hp(x, Ex, Dx, model = c("binomial", "lognormal", "poisson"),

M = 50000, bn = round(M/5), thin = 10, m = rep(NA, 8),

v = rep(NA, 8), inits = NULL, K = NULL, sigma2 = NULL,

prop.control = NULL, reduced_model = FALSE)

Here, the arguments x, Ex and Dx represent the data’s age interval, exposures by age and deaths by age.

The model argument represents the mortality response chosen by the user. M, bn and thin adjust the

MCMC algorithm’s number of iterations, burn-in period and thinning of the chains. The arguments m and

v can be used to specify means and variances , respectively, for the prior distributions of each parameter,

with inits specifying the initial values for the parameters in the algorithm. The K argument specifies

the extra parameter K for the Binomial and Poisson models, while sigma2 is responsible the initial

value for the variance estimated for the Log-Normal response. Finally, the argument prop.control

tunes the acceptance rate of the MCMC algorithm, and reduced model gives the option to user to fit

the reduced model of the HP curve, which will be discussed later.

We can use the posterior distribution sample to make inferences about the transformations of the

parameters without any loss. Therefore, it is simple to obtain the probability of the death qx for any

age x. Furthermore, the user is able to compute the predictive intervals for qx and survival probabilities

(px = 1−qx), which can be used to quantify the life expectancy for either age. This last one is a relevant

measure commonly used in the analysis of life tables.

2.2.1 Computing probability of death via fitted() function

Therefore, it is simple to obtain the probability of the death qx for any age x. Furthermore, the user is

able to compute the predictive intervals for qx and survival probabilities (px = 1−qx), which can be used

to quantify the life expectancy for either age. For the Binomial and Poisson models, we consider that the
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HP formula results in the central mortality rate mx. Then, under the assumption of uniform distribution,

we can calculate the death probability qx at the age x through the usual relation qx = 1 − exp(−mx).

For the Log-Normal model, these probabilities can be obtained through qx = µx/(1 − µx), where µx

denotes the HP curve in age x. Finally, we obtain the point estimation for the death probabilities through

the posterior median distribution of qx.

The point estimation for the death probabilities can be computed by the fitted() function. To

call this function write the name of the function and run as follows:

fitted(fit, age = NULL)

Notice that the argument fit is a fitted HP curve by the hp() function using the BayesMortality

package, and the argument age represents the age interval in which the estimation of the death proba-

bilities is desired. The default age interval is set to NULL, which means that the function will return the

whole age interval modeled by the hp() function.

2.2.2 Predictive Interval for probability of death via qx_ci() function

For calculating the predictive intervals of qx, the composition sampling method is used. This way, all

the uncertainty of the parameters is incorporated in the predictive interval. In a general form, suppose

response variables y were observed with probability distribution f(y|θ) and let yu be the unobserved

data. Assume that a chain for θ was generated by MCMC algorithm from the posterior distribution:

θ(1), . . . ,θ(J). Then, the posterior predictive distribution is given by

P (yu|y) =
∫
Θ
f(yu|θ)P (θ|y)dθ

Thus we can simulate y
(j)
u ∼ f(y|θ(j)), for j = 1, . . . , J . The result is a simulated chain for yu that

can be seen as if it was generated by the predictive distribution. The limits of the predictive interval

with 1 − α probability is given by ŷu,α/2, ŷu,1−α/2, the sampling quantiles of this new chain, where ŷα

denotes the quantile that has α probability on the left. For the binomial model y is qx itself and f(y|θ) is

the binomial distribution described in the previous section. For the Poisson model, just the distribution

f(y|θ) is changed to the Poisson, while for the log-normal model, the response is the log odds of death

that follows a normal distribution. The predictive intervals are calculated by taking all the steps described

previously.

The function call in the package is
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qx_ci(fit, age = NULL, Ex = NULL, prob = 0.95)

The arguments fit and age are the same defined objects in function fitted. The parameter Ex is a

vector of the exposure that is used when the binomial or Poisson models are fitted because both models

depend directly on this quantity. By default, both age and Ex are set to be the ones passed in the fitting

function. If any age outside of those used in the fitted curve is specified, the exposure for that age must

also be determined by the user. This is not applied when the Log-Normal model is fitted. Additionally,

the user can specify the probability of the predictive interval through the argument prob.

2.2.3 Life Expectancy via expectancy() function

The life expectancy of the HP curve can be obtained via the function expectancy(), in this case,

the life expectancy calculated is the curtate expectation of life described by (BOWERS; ACTUARIES,

1986) as

ex =

n∑
k=1

kpx. (5)

Where n is the maximum age available in the life table, and kpx is the probability of an individual of

age x to survive k more years. Under the assumption of age-independent mortality, we can write kpx as

a cumulative product in terms of the survival probability kpx = p0 × p1 × ...× px resulting in

ex =
n∑

k=1

(
x∏

i=0

pi

)
. (6)

The function call in the package is as follows

expectancy(fit, Ex = NULL, age = NULL, graph = TRUE,

max_age = 110, prob = 0.95)

Here, the argument fit is a fitted HP curve by the R package. The arguments Ex and prob are exposure

and probability, necessary to calculate the predictive intervals for the expectancy. Ex is set to NULL

by default, which indicates that the exposure available for the life expectancy is the same as used in

the fitted curve. It is important to note that the Ex argument is used by the Binomial and Poisson

models to associate the uncertainty to the quantity of available information. The max age argument

represents the maximum age to calculate the life expectancy. If necessary, the expectancy() function

will extrapolate the fitted HP curve until it reaches the maximum age argument. In these cases, it is
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important to pay attention to the Ex argument: if it’s set to NULL, the function will repeat the last

available information of the exposure to match the age interval.

3 Application to modelling mortality data with BayesMorta-

lity package

In this section, we would like to explore the proposed package through an application study about the

mortality behaviour in the United States (US) population through the last forty years. In this case, we

fit the HP model for some specific years: 1980, 1990, 2000, 2010, 2019. The US data is loaded jointly

with the package, so this data is available for the user. This data are available by the Human Mortality

Database (HMD, 2022). The HMD is a database with free access that provides mortality data for some

countries for several years.

The code used in this application is presented throughout the section. Initially, the commands to

import the package and load the data are presented.

R> library(BayesMortality)

R> data(USA)

In the following, we use the dplyr package (WICKHAM et al., 2022) to select the years of interest.

In this example, the vector [1:81] means the ages x = 0, . . . , 80, so that the exposures and death count

for the years considered in the study are specified and filtered up to 80 years old to fit the models. Notice

that other means to manipulate the data could be applied. Some methods for fitting data for older ages

are explored in the next section.

R> ex_1980 <- dplyr::filter(USA, Year == 1980)$Ex.Total[1:81]

R> dx_1980 <- dplyr::filter(USA, Year == 1980)$Dx.Total[1:81]

R> ex_1990 <- dplyr::filter(USA, Year == 1990)$Ex.Total[1:81]

R> dx_1990 <- dplyr::filter(USA, Year == 1990)$Dx.Total[1:81]

R> ex_2000 <- dplyr::filter(USA, Year == 2000)$Ex.Total[1:81]

R> dx_2000 <- dplyr::filter(USA, Year == 2000)$Dx.Total[1:81]

R> ex_2010 <- dplyr::filter(USA, Year == 2010)$Ex.Total[1:81]

R> dx_2010 <- dplyr::filter(USA, Year == 2010)$Dx.Total[1:81]

R> ex_2019 <- dplyr::filter(USA, Year == 2019)$Ex.Total[1:81]
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R> dx_2019 <- dplyr::filter(USA, Year == 2019)$Dx.Total[1:81]

The models were adjusted for the respective years of analysis using the Log-Normal assumption.

The five models used vague or non-informative priors distribution, so the data has more impact on the

mortality graduation. The MCMC configuration is the default one. As we can see, for all the fitted

models the process takes approximately one minute to run.

R> fit_1980 <- hp(0:80, ex_1980, dx_1980, model = "lognormal")

Simulating [===================================] 100% in 1m

R> fit_1990 <- hp(0:80, ex_1990, dx_1990, model = "lognormal")

Simulating [===================================] 100% in 1m

R> fit_2000 <- hp(0:80, ex_2000, dx_2000, model = "lognormal")

Simulating [===================================] 100% in 1m

R> fit_2010 <- hp(0:80, ex_2010, dx_2010, model = "lognormal")

Simulating [===================================] 100% in 1m

R> fit_2019 <- hp(0:80, ex_2019, dx_2019, model = "lognormal")

Simulating [===================================] 100% in 1m

The summary function in R provides a summary table with the estimation of the parameters and

the acceptance rate of the MCMC algorithm. Table 2 presents the point and interval estimation of the

parameters in all fitted models. The package also provides some visualizations to check convergence,

which is presented in Appendix B, where we can see the convergence behaviour of the chains. We must

have the convergence of the algorithm to ensure that we have a sample from the posterior distribution.

The acceptance rate was around 22% to 23%.

12



Tabela 2: Posterior summaries: median and 95% credibility interval for the Log-Normal for
years 1980, 1990, 2000, 2010 and 2019.

US 1980 US 1990 US 2000 US 2010 US 2019

A
0.00103 0.00077 0.00054 0.00051 0.00040

(0.00093; 0.00113) (0.00065; 0.00092) (0.00048; 0.00063) (0.00041; 0.00069) (0.00033; 0.00048)

B
0.0261 0.0368 0.0526 0.0890 0.0534

(0.0164; 0.0409) (0.0169; 0.0680) (0.0327; 0.0809) (0.0472; 0.1506) (0.0274; 0.0988)

C
0.1256 0.1330 0.1430 0.1653 0.1407

(0.1153; 0.1368) (0.1149; 0.1514) (0.1293; 0.1584) (0.1421; 0.1916) (0.1208; 0.1640)

D
0.00092 0.00077 0.00060 0.00060 0.00080

(0.00086; 0.00098) (0.00070; 0.00085) (0.00055; 0.00065) (0.00053; 0.00065) (0.00073; 0.00088)

E
11.39 6.41 11.81 8.81 4.45

(10.13; 12.76) (5.09; 7.95) (10.03; 13.96) (7.08; 10.69) (3.62; 5.40)

F
21.1 22.8 20.9 23.7 28.9

(20.78; 21.39) (21.92; 23.87) (20.54; 21.33) (23.02; 24.52) (27.55; 30.65)

G
0.00007 0.00006 0.00006 0.00005 0.00004

(0.00007; 0.00008) (0.00005; 0.00007) (0.00006; 0.00006) (0.00004; 0.00005) (0.00004; 0.00005)

H
1.091 1.091 1.090 1.091 1.091

(1.0895; 1.0921) (1.0889; 1.0939) (1.0889; 1.0915) (1.0892; 1.0929) (1.0893; 1.0940)

σ2 0.0032 0.0073 0.0038 0.0078 0.0068
(0.0024; 0.0045) (0.0053; 0.0102) (0.0028; 0.0054) (0.0058; 0.0111) (0.0050; 0.0096)

To determine if a difference is significant we use the credible interval criterion. So, we consider that

there is a significant difference when the credible intervals are disjoint. In Table 2, we observe that the

parameter A decreases significantly from 1980 to 1990 and from 1990 to 2000, after that year, there is no

significant difference, but the point estimate continues to reduce. The parameters B and C show similar

behaviour, they both are increasing over time until 2010, but in 2019 this estimate decreases to a value

close to the one in 2000. However, in this case, these increases and decreases are not significant. These

results indicate that the level of mortality in the first years of life decreased significantly over the years,

except for the last year of the analysis.

The D parameter decreases significantly over the years up to 2000, as does A. In 2019, there is a

significant increase in its estimate. That means that the level of mortality in the accident hump decreased

until 2000, remained in 2010, and increased in 2019. The parameter E indicates that the years 1980

and 2000 were the years in which the mortality in the accident hump was most severe. The parameter

F has estimated around 21 to 24 years until 2010 and in 2019 its estimative becomes almost 29 years,

indicating a large shift of the accident hump to older ages.

Finally, the parameter G shows a decreasing behaviour over the years, which means that the level

of mortality in adulthood over the years is decreasing. This reduction was significant in the period from

2000 to 2010. On the other hand, the parameter H remains almost constant in all models.
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The package also provides an easy way to visualize the fitted tables, using the basic R command

plot as displayed below. The result is shown in Figure 3.

R> fits <- list(fit_1980,fit_1990,fit_2000,fit_2010,fit_2019)

R> labels <- c("US 1980","US 1990","US 2000","US 2010",

+ "US 2019")

R> plot(fits, labels = labels, plotData = F, plotIC = F)

Figura 3: Fitted mortality curve for the general US population for ages x = 0, . . . , 80 and years
1980, 1990, 2000, 2010 and 2019.

From Figure 3, we can see a similar behaviour of the adjusted tables in the first four years analyzed,

except for some level changes that occurred between 1980 and 1990 in ages x = 25 and x = 34 and

also between 2000 and 2010, in ages x = 24 and x = 32. This indicates consistency in the mortality

pattern in the US population until 2010. On the other hand, this pattern is broken in 2019, where it can

be observed that the accident hump is extended than in previous years, or that is, the causes of death that

make up the accident hump are lasting longer than they used to.

As mentioned in the previous section, we can calculate life expectancy using just one function. In

addition, the package also provides a simple way to produce a heat map to visualize the life expectancy

over the years. Table 3 presents the life expectancy estimated in each model and Figure 4 displays the

heat map of life expectancy over the years. This table is not the direct output from the function. It was

formatted to be easier to analyze here, but all the information presented in the table was obtained through

the function.

R> t1 <- expectancy(fit_1980, graph = F)
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R> t2 <- expectancy(fit_1990, graph = F)

R> t3 <- expectancy(fit_2000, graph = F)

R> t4 <- expectancy(fit_2010, graph = F)

R> t5 <- expectancy(fit_2019, graph = F)

Tabela 3: Posterior summaries: life expectancy and 95% credibility for the Log-Model model
for the US population at ages: 0, 10, 20, 30, 40, 50, 60, 70, 80.

Age US 1980 US 1990 US 2000 US 2010 US 2019

0
73.3 75 76.83 78.82 79.06

(71.77; 74.82) (72.7; 77.24) (75.24; 78.42) (76.56; 81.06) (76.93; 81.2)

10
64.54 65.96 67.54 69.44 69.62

(63.17; 65.91) (63.86; 68.03) (66.06; 69.03) (67.32; 71.56) (67.6; 71.66)

20
54.91 56.28 57.81 59.63 59.82

(53.57; 56.24) (54.23; 58.3) (56.35; 59.27) (57.55; 61.73) (57.82; 61.83)

30
45.59 46.93 48.31 50.15 50.4

(44.32; 46.86) (44.98; 48.87) (46.91; 49.72) (48.15; 52.17) (48.49; 52.34)

40
36.25 37.61 38.86 40.69 41.14

(35.04; 37.47) (35.76; 39.47) (37.52; 40.22) (38.77; 42.65) (39.34; 42.99)

50
27.41 28.67 29.84 31.56 32.09

(26.29; 28.54) (26.95; 30.41) (28.59; 31.13) (29.75; 33.41) (30.4; 33.83)

60
19.41 20.52 21.58 23.1 23.6

(18.43; 20.41) (19; 22.07) (20.47; 22.73) (21.47; 24.79) (22.08; 25.19)

70
12.67 13.55 14.46 15.7 16.12

(11.87; 13.49) (12.3; 14.84) (13.53; 15.42) (14.34; 17.15) (14.83; 17.49)

80
7.51 8.13 8.84 9.75 10.05

(6.93; 8.1) (7.22; 9.12) (8.15; 9.57) (8.72; 10.86) (9.06; 11.13)

For all ages, we see an increase in life expectancy. This increase is not significant in consecutive

years but is significant when the entire period is considered. In 2019, the life expectancy at birth is

superior by more than five years to it was in 1980. In terms of a point estimate, the most considerable

difference occurs between 2000 and 2010, while the least difference is between 2010 and 2019.

R> Heatmap(fits, x_lab = labels)
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Figura 4: Heat map with the fitted life expectancy for the US population up to 80 years from
the adjusted models.

In Figure 4, we can see that we have stronger blue tones at the bottom for the first ages throughout

the years, which by the scale means a larger life expectancy at birth. It is also noticeable that the ages

that present the lightest tones, which are associated with a life expectancy close to 40 years, have a slight

increase over the years. Because in older ages the life expectancy is small and therefore becomes close

for all years, there is no significant change at the top of the graph.

4 Other features

In this section we would like to highlight some situational functions included in the package, intended to

work with difficult data. Problems with early age and advanced age modelling surfaced while testing and

building the package, both of them related to poor mortality data available in some populations’ datasets.

For early ages, we propose a reduced HP model without the infant mortality term, making it possible for

the user to fit the HP curve to adult ages without the hindering caused by the estimation of the first term.

For advanced ages, we propose different methods for closing the mortality graduation at advanced ages,

separate from the fitted HP model.
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4.1 Graduation for adult age

Assume a scenario in which we are interested in modelling the mortality rate in adults. It can occur on

account of poor data for children or young ages, no existence of data in specifics ages, or simply it does

not part of the study. For example, if we consider an insurance life product to employees, we would not

have data for people (children and young) of an age that is not legally allowed to work. So, there is no

reason to model younger ages. Therefore, the first term of the HP curve is not significant for the analysis

in this scenario.

In this case, we recommend using the reduced model, which is a tool provided by the hp function.

The reduced model removes the first term of the HP curve, ignoring infant mortality. To use this feature

is just needed to change one argument in the hp function: "reduced_model = TRUE". Follows

an R code as an example using the 2010 data from the previous section starting from 18 years old. We

emphasize that the truncation in 18 years old is just an example. It could be truncated at any age where

the second term is still relevant. Figure 5 shows the fitted curve.

R> fit_red <- hp(x = 18:80,

+ Ex = ex_2010[19:81], Dx = dx_2010[19:81],

+ model = "lognormal", reduced_model = T)

R> plot(fit_red, plotIC = F, labels = "Reduced HP fitted")

Figura 5: Fitted curve using the reduced model for 2010 US population starting from 18 years
old.

The advantage of using this approach in this scenario is that the MCMC algorithm improves signifi-

cantly in terms of convergence speed. Firstly, the dimension of the parameters is reduced, which raises
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the acceptance rate and causes the algorithm to converge faster. Furthermore, as parameters A, B, and C

are not significant, we can have an issue with identifiability, since in practice they could be any possible

value, and the fitted curve would not be affected. Because we sample the parameters in a single block in

the MCMC algorithm, this slows down the convergence speed.

4.2 Mortality measurement at advanced ages and extrapolation

We define the life tables are composed by the mortality probability associated at each age x. In this case,

we are interested that the mortality of death reaches the value of 1 in advanced ages. The estimates of

mortality at advanced ages are difficult to compute due to the fact of there are a small number of survivors

in these ages. In this context to achieve a robust fit at advanced ages, we propose four separate models to

accommodate the mortality pattern found in the end of the mortality graduation following (HUSTEAD,

2005). The function call in the package is as follows

hp_close(fit,

method = c("hp", "plateau", "linear", "gompertz"),

x0 = max(fit$data$x), max_age = 120, k = 7,

weights = seq(from = 0, to = 1, length.out = 2*k+1),

new_Ex = NULL, new_Dx = NULL)

This function receives an object of the class HP adjusted by the hp() function and fits a closing method

to expand the life table’s data to a maximum age argument max age inputed by the user. There are

four closing methods to choose from: ’hp’, ’plateau’, ’linear’ and ’gompertz’. The ’linear’ method can

only be used with HP objects following the lognormal variant of the HP mortality law. The x0, k and

weights arguments control the mixture of the fitted HP model to the closing model, representing the

starting age for the closing method, the size of the age interval to be mixed and the weights to be applied

to the mixture, respectively. Additionaly, the new Ex and new Dx arguments represent the data that

wasn’t fitted by the original HP curve, the exposure and the death count after the x0 argument. These data

arguments must be the same length and are required for the binomial and Poisson mortality responses,

as well as the ’linear’ and ’gompertz’ closing methods.

In the next subsections, we are going to discuss the different closing methods available in the pac-

kage, as well as their application to the fitted HP model for the 2019 USA population found in Section

3, applying the closing methods to the tables between the 80-100 age interval
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4.2.1 The HP method

The first method to be discussed is the hp method, that simply extrapolates the fitted (HELIGMAN;

POLLARD, 1980) curve till the max age argument given by the user. We expect the means of the

posterior distribution to be similar to the values obtained by the fitted() function, as well as the

predictive intervals obtained by the qx ci() function. Since it’s just an extrapolation of the HP curve,

mixture isn’t applied.

R> fit_hp <- hp_close(fit_2019, method="hp", max_age = 100)

R> plot(fit_hp, labels = "HP method", plotIC = F)

Figura 6: Mortality graduation with HP closing method for the general population of the USA
in the year 2019.

4.2.2 The plateau method

The second method is the plateau method, where the death probability qx of the last age fitted by the

HP model is made constant till it reaches the maximum age. Since it’s just a constant horizontal line, it’s

best to fit the model as far as possible in the age interval. No mixture is applied. A discussion about this

mortality pattern at older age can be seen in (LAI, 2012).
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R> fit_plat <- hp_close(fit_2019, method="plateau", max_age = 100)

R> plot(fit_plat, labels = "Plateau method", plotIC = F)

Figura 7: Mortality graduation with plateau closing method for the general population of the
USA in the year 2019.

4.2.3 The linear method

The third method is the linear method, only available to log normal mortality response. This method

fits a linear regression starting at age x0 − k till the last age with data available, specified as:

log(qx) = β0 + β1x+ ϵx

ϵx ∼ N(0, σ2
0)

(7)

After fitting the linear regression, predictive samples are generated for the death probabilities qx

starting at age x0 − k, separating the graduation in three parts: The first one is the fitted curve given by

the HP model, followed by the mixture interval given by the k argument and ending with the fitted linear

regression.

R> new_Ex <- dplyr::filter(USA, Year == 2019)$Ex.Total[81:101]

R> new_Dx <- dplyr::filter(USA, Year == 2019)$Dx.Total[81:101]
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R> fit_lin <- hp_close(fit_2019, method="linear", max_age = 100,

new_Ex = new_Ex, new_Dx = new_Dx)

R> plot(fit_lin, labels = "Linear method", plotIC = F)

Figura 8: Mortality graduation with linear closing method for the general population of the
USA in the year 2019.

4.2.4 The Gompertz method

The other closing method available is the gompertz method that can be seen in (DODD et al., 2018)

and (GAVRILOV; GAVRILOVA, 2011), where they consider the Gompertz‘s curve to close the En-

glish Life Tables between 2010-212 and the following one conclude that the better quality of mortality

data at advanced ages, the behaviour mortality approximates for the Gompertz function, respectively.

This method fits the Gompertz’s curve (GOMPERTZ, 1825) with the Sampling Importance Resampling

method (SIR), using the same data as the linear method. The Gompertz’ curve is written as

µx = AeBx

qx = 1− e−µx

(8)

The SIR method is used to estimate the posterior distribution of the model, given by

P (A,B|d) = π(A,B)P (d|A,B),
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where π(A,B) is the prior distribution for the parameters, assumed to be two independent Uniform

distributions. P (d|A,B) is the likelihood function, given by the mortality response chosen by the user

in the model fitting process.

Once the Gompertz curve is fitted, predictive samples are generated for the death probabilities qx

starting at age x0 − k, separating the graduation just like described in the linear method.

R> fit_gomp <- hp_close(fit_2019, method="gompertz", max_age = 100,

new_Ex = new_Ex, new_Dx = new_Dx)

R> plot(fit_gomp, labels = "Gompertz method", plotIC = F)

Figura 9: Mortality graduation with Gompertz closing method for the general population of the
USA in the year 2019.

After choosing the closing method, an "Closed HP"object will be generated to save the closed table.

This allows the new complete graduation to be used as an argument to other functions in the package,

for example, we can plot a Heatmap comparing the closing method’s effects on the life expectancy of the

populations

R> fits <- list(a = fit_hp, b = fit_plat,

c = fit_lin, d = fit_gomp)

R> Heatmap(fits,
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x_lab = c("HP","Plateau","Linear","Gompertz"),

max_age=100)

Figura 10: Heatmap of the life expectancy of each closing method for the general population of
the USA in the year 2019.

5 Conclusion

We developed an R package that implements the Bayesian HP model for mortality graduation. The HP

curve is a parametric model that uses a formula with three terms, and each one has its role in the mortality

curve construction and interpretation. The Bayesian approach makes the model inference more flexible,

quantifying the uncertainty of the parameters in a more reasonable way. In addition, we can bring more

information to the analysis through the prior distributions. The model implementation was performed

using MCMC methods to simulate the model’s posterior distribution.

The main tools of the our proposed package were presented and explained throughout the text, also

an application was made to exemplify how to use them in a general context. The application consisted

of an analysis of the evolution of mortality in the US general population from 1980 to 2019. The data

used are previous loaded in the package and available from the HMD database. In this application, we

observed how mortality in the US decreased over the years until 2010, but in 2019, there was an increase

in midlife adult mortality. Discussions about the causes of the increase in mortality can be found in the
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literature, for example, see (WOOLF; SCHOOMAKER, 2019). Between 1980 and 2019, we observed

an increase of more than five years in life expectancy at birth. We also presented a function for closing

life tables and modelling only adults’ age through the reduced model.

The HP methodology has already been implemented in the package, but we still intend to include

other methods. We are implementing the dynamic linear model (DLM) method for mortality graduation

as a competitor to the HP model. The DLM is more flexible than the curve HP to fit the mortality rates.

On the other hand, with DLM we lose the interpretation of the parameters that we have in the HP model.

Also under development, we have an implementation of the Bayesian Lee-Carter model for improvement

analysis. This last one is a technique for a different type of analysis, so it is not a competitor of the other

two methods.
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A MCMC Algorithm

Here, we present a general form of the MCMC algorithm used in the package implementation to fit the

HP model.

i. Initialize θ(0);

ii. For j = 1, . . . , J :

2.1 Generate a proposal: θ∗ ∼ q
(
θ|θ(j)

)
;

2.2 Take:

θ(j+1) =

 θ∗ , com prob. α

θ(j) , com prob. 1− α

in which,

α = min

{
1,

p(θ∗|y)q(θ(j)|θ∗)

p(θ(j)|y)q(θ∗|θ(j))

}

For this algorithm to be efficient, it is crucial to choose an appropriate proposal distribution q,

principally in high dimensions problems. In our case, remember that the parameters vector is θ =

(A,B,C,D,E, F,G,H)
′
, so it is not an easy task. A more detailed discussion of how to implement the

algorithm for the HP model is given by (DELLAPORTAS; SMITH; STAVROPOULOS, 2001).
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B MCMC Convergence

It is necessary to check the convergence of the MCMC algorithm to ensure that the generated sam-

ple comes from a posteriori distribution. To help the user in this task, our package has the function

plot_chain to visualize the chains and observe their behaviour. In order for us to have some evidence

of convergence, we need to observe a stable pattern of oscillation around an average. Here, we are doing

a visual check, but there is other ways to check the convergence. Bellow, we present the code used to

visualize the chains generated by the MCMC for the fitted models in the application of Section 3. We

can see the output in Figures 11, 12, 13, 14, 15. These graphs indicates evidence that the algorithm has

converged to the posterior distribution, therefore the results in Section 3 are valids. The argument type

can also receive “acf” to see the autocorrelation of the chain and “density” to see the resulting posterior

density.

R> plot_chain(fit_1980, type = "trace")

R> plot_chain(fit_1990, type = "trace")

R> plot_chain(fit_2000, type = "trace")

R> plot_chain(fit_2010, type = "trace")

R> plot_chain(fit_2019, type = "trace")

Figura 11: Trace plot of the generated chain from MCMC to 1980 fitted model.

To illustrate a scenario where we do not have convergence, we take the example used in Section 4.1

to adjust the model only for ages above 18. But this time, we do not use the reduced model and run the
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Figura 12: Trace plot of the generated chain from MCMC to 1990 fitted model.

Figura 13: Trace plot of the generated chain from MCMC to 2000 fitted model.

MCMC with low iterations. We can see in Figure 16 that the chains did not converge properly, so we can

not use this sample to make inferences. We would also like to draw attention to the messages produced

by the hp function. First, a warning is displayed when the reduced model is not used, but it should be.

Then, we have another warning produced because the chain generated has some convergence issue.
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Figura 14: Trace plot of the generated chain from MCMC to 2010 fitted model.

Figura 15: Trace plot of the generated chain from MCMC to 2019 fitted model.

R> fit <- hp(x = 18:80,

+ Ex = ex_2010[19:81], Dx = dx_2010[19:81],

+ M = 6000, bn = 3000, thin = 1)

Warning in hp(x = 18:80, Ex = ex_2010[19:81],

Dx = dx_2010[19:81], M = 6000, : Lower age >= 15.

We recommend to use reduced_model = TRUE.
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Simulating [===================================] 100% in 7s

Warning message:

In hp_binomial(x = x, Ex = Ex, Dx = Dx, M = M, bn = bn,

thin = thin, : MCMC had some problem with parameter(s):

B. Try to assign informative prior distributions.

R> plot_chain(fit)

Figura 16: Trace plot of the generated chain from MCMC that has not converged.
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